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What a Cauchy-Schwarz inequality
for real powers is good for

Consequences in matrix analysis, probability, statistical physics,
machine learning and quantum information

Pragyaan Gaur ¢ 8 October 2026

Summary

For nonnegative vectors v, w and a real number p > 2,
[P HlwP|| = (0", wP) < |lollP|lw]l” - (v, w)”,

where v” is the vector of p-th powers of the entries. This was Conjecture 5.1 of Johnston,
Plosker, Torrance and Varona [15], and it is proved in the accompanying paper [6] and
checked in Lean 4 [7]. This report asks what follows from it. The most useful reading
is about probability distributions. Raising the entries of a distribution to a power p and
renormalising is the operation called tempering, escort or sharpening. It is what happens
to a Gibbs distribution when the temperature drops by a factor p, and it is how several
semi-supervised learning methods sharpen their predictions. The theorem gives an exact
inequality with no unknown constants that limits how much this operation can change
the Bhattacharyya affinity of two distributions. It holds for every real p > 2, and it fails
for some pairs whenever p lies strictly between 1 and 2. The report proves this and five
other consequences, checks each of them numerically, and marks clearly which statements
are proved, which are context from the literature and which are proposals that need new
evidence.

1

How to read this report

Every claim below carries one of four labels.

2

. A cited source states it. Appendix A lists the sources and what was read in each.

* [ PROVED HERE | It is a mathematical consequence of the theorem, and its proof is given here.

These proofs are short, and they are not part of the Lean development. Every one of them is
also tested on random inputs by the script consequences.py that accompanies this report.

. It is a possible use whose value would need experiments or further theory.

Nothing here shows that such a use improves any method in practice.

* [(DpoesnoTFoLLow ) It is a tempting reading that the theorem does not support.

The result in one line of matrices

For vectors v, w € [0, co)" let

Gram(v,w) — ( ||U||2 (v,w))

(,w) wlP



be their Gram matrix, and let M P denote the entrywise p-th power of a matrix with nonnegative
entries. The proof in [6] rests on the Loewner inequality

Gram(v¥, w?) < Gram(v,w)? (p=2), (1)

which says that the difference of the two sides is positive semidefinite. In Lean this is the lemma
sum_psd. The scalar theorem is obtained by applying the functional ®(? ) = Vab — ¢, which is
monotone for the Loewner order. Any other monotone quantity gives another inequality, and
that is the source of most of the consequences below.

Why the threshold is 2. Inequality (1) comes from adding up the rank-one matrices
2 T o
Aj = ( oo ) for which 3; A; = Gram(v, w) and 3; A” = Gram(v?, w?). So (1) holds for all

ViW; W

vectors exactly when M +— M*F is superadditive on 2 X 2 positive semidefinite matrices with
nonnegative entries. Guillot, Khare and Rajaratnam [10] showed that on k X k matrices this
happens exactly for p € NU [k, c0). For k = 2 the set is {1} U [2, o), which is precisely the set
of exponents for which the scalar inequality holds [15, 6]. The number 2 in the conjecture is
therefore the critical exponent for superadditivity of 2 X 2 Hadamard powers.
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Figure 1: The right side minus the left side of the inequality for v = (2,1) and w = (1, 2). It vanishes at
p = 1land p = 2, is negative for every p strictly between them, and is positive for every p > 2. Atp = 1.5
the left side is 3.3431 and the right side is 3.1803.

Example 2.1. (proveD HERE ) The pair v = (2,1), w = (1,2) shows that the threshold is sharp in a
very simple way. For every p € (1, 2) the inequality fails for this pair, while forp =1 and p = 2 it
is an equality (Figure 1). For p = 2 the pair belongs to the extra equality family of [6, Theorem 3],
since v1w1 = vowy = 2. The same pair, renormalised, gives the counterexamples in Remarks 4.2
and 2.3.

The next two reformulations of (1) are used repeatedly in the rest of the report. The first
evaluates the matrix inequality on a vector, and the second rewrites the theorem in terms of ¢,
norms.

Corollary 2.2 (Quadratic form version). (PROVEDHERE ) Let p > 2, v, w € [0,00)" and s, t € R. Then
s v —twP|> < s2|jo]P + t3||w|*P — 2st (v, w)P.
In particular ||oP — wP|? < ||| + |Jw][?F — 2{v, w)P.

Proof. Evaluate both sides of (1) on the vector (s, —t). O



Remark 2.3. (provep HERE | For p = 1.5 and the pair of Example 2.1, the left side of the special case
is 6.6863 and the right side is 6.3607. So Corollary 2.2 also needs p > 2.

For a whole number p the right side of Corollary 2.2 is ||s v® — t w®P|]?>, where v®? is the
p-fold tensor power, because (v®, w®) = (v, w)P. The vector v? is the part of v®/ that sits on
the diagonal coordinates (i, i, . .. , i), so for whole numbers the corollary says that discarding the
off-diagonal coordinates of a tensor power does not increase distances. This is the mechanism
behind the proofs in [15]. For a real exponent there is no tensor power, and Corollary 2.2 is the
statement that survives.

Corollary 2.4 (Norm version). (PROVEDHERE | Let p > 2 and v, w € [0, 00)", and write v o w for the
entrywise product. Then

0 < (v,w) ~lwowl, < llillwl} - llolly, k.

Proof. Since |[vP||, = ||v||§p and (v”, wP) = ||[v owl|[, the right inequality is the theorem rearranged.
The left one is the superadditivity of x > x” applied to }; v;w;. m|

Corollary 2.4 has a plain reading. Passing from ¢; to £, on the products v;w; loses something,
and passing from /; to £, on the factors loses something. The theorem says that the first loss
never exceeds the second.

3 Mathematics: entrywise powers and Gram matrices

Many vectors. The paper’s Proposition 6.1 extends (1) to k vectors: Gram((v(l))” PR (v(k))f") <
Gram (oW, ..., 9%)% for p € NU [k, o), and this range cannot be enlarged. The proof uses the
theorem of [10] and is not in Lean.

Eigenvalues and volumes. (PrOVEDHERE | Loewner order controls every eigenvalue (Weyl's
monotonicity principle) and the determinant. So for p in the range above, the j-th largest
eigenvalue of the Gram matrix of the powered vectors is at most the j-th largest eigenvalue of
the entrywise power of the original Gram matrix, and the same holds for the determinants. For
two vectors the determinant gives

[oF IR’ |P = (0, wh Y < [l llwl?? - (o, w)?  (p >2),

which bounds the squared area of the parallelogram spanned by v” and w”.

The general pattern. FitzGerald and Horn [5] found the critical exponent k — 2 for
entrywise powers to preserve positivity of k X k matrices, and Guillot, Khare and Rajarat-
nam [10] found the critical exponents for monotonicity, convexity and superadditivity. Khare’s
monograph [16] surveys this area. The present result adds a concrete scalar inequality to it
whose threshold is exactly a critical exponent. Each monotone functional of Gram matrices
turns the matrix theorem into a scalar inequality with the same threshold, so the same method
should give sharp thresholds for other inequalities between £, and £, quantities. A
systematic search for such functionals, for example ratios of elementary symmetric functions of
the eigenvalues, is a natural next step.



4 Probability: tempered and escort distributions

This section contains the main application. Let P and Q be probability distributions on a finite
set {1, ...,n}. Their Bhattacharyya coefficient [2] is

BC(P,Q) = ) VPiQi €[0,1],

and 1-BC(P, Q) is the squared Hellinger distance [12] in the normalisation where it lies in [0, 1].
For p > 0 the escort distribution of order p [1] is
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Escort distributions are used in the thermodynamic formalism of multifractals and

chaotic systems [1], where p plays the role of an inverse temperature. In statistical physics

P is the Gibbs distribution at a temperature p times lower than that of P, as made precise in

Section 5. In machine learning the same map is called sharpening, as discussed in Section 6.
1

Rényi’s entropy of order p [18] is H,(P) = = log >:; Pf.

Corollary 4.1 (Escort distributions). (Proveb HERE ) Let p > 2 and let P, Q be probability distributions
on a finite set. Then
VEiP! Z,Q] (1-BC(P?, QW) < 1-BC(P, Q). @

1-BC(PP,QP)) < o7 Hp(P)+H,(Q) (1-BC(P,Q)) < p o7 (Hp(P)+H,(Q)) (1-BC(P,Q)). (3)

Equivalently,

For p > 2 equality holds in (2) only when P = Q or when P and Q are both point masses.

Proof. Apply the theorem to v = VP and w = v/Q, taken entrywise. Then ||[v|| = |lw|| = 1 and
(v,w) = BC(P, Q), so the right side of the theorem is 1 — BC(P, Q). Also [|[v*|* = 3; Pf, and

(@F,why = > (PQP? = |2, P! 3, Q1 BC(PP, QW),

i
so the left side of the theorem is the left side of (2). The first inequality in (3) follows because
i Pf = ¢(I=PH(P) The second follows from 1 — x” < p(1 — x) for x € [0, 1], which is Bernoulli’s

inequality. For the equality cases, [6, Theorem 2] says that for p > 2 equality forces VP and vQ
to be linearly dependent, which means P = Q because both sum to 1, or forces each of them to
have one nonzero entry. m]

Remark 4.2. (provep HERE ) The condition p > 2 cannot be relaxed to p > 1. For P = (0.8,0.2),
Q =1(0.2,0.8) and p = 1.5, the left side of (2) is 0.29902 and the right side is 0.28446. This is
Example 2.1 after normalisation. Figure 2 shows that such violations are common for p = 1.5
and absent for p = 2.5.

What the bound says. Tempering with p > 1 moves mass towards the most likely outcomes,
and two distributions with different modes are pulled apart. The quantity 1 — BC measures that
separation. Inequality (3) limits how much tempering can increase it, with a factor that depends
only on the Rényi entropies of P and Q. When P and Q are already concentrated the factor
is close to 1. Since H, < logn the factor is never more than n”~!, so the bound always holds
without any condition on the support, but for nearly uniform distributions on many outcomes it
is weak.
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Figure 2: Each point is a random pair of distributions on two to five outcomes, plotted with the right

side of (2) horizontally and the left side vertically. For p = 2.5 every point lies below the diagonal, as
Corollary 4.1 requires. For p = 1.5 the red points lie above it.

What it does not say. (DoEsnoTFoLLow ) The bound does not show that tempering is contractive,
and it does not give a bound that is uniform in the number of outcomes. It also says nothing
about softening, which is tempering with p < 1, because the theorem fails for some pairs when
p <1[15].

5 Statistical physics: cooling by a factor of at least two

Consider a system with finitely many states and two energy functions E and E’. Let Zg(f) =
i e PEi be the partition function at inverse temperature § > 0, and let E = 3(E + E).

Corollary 5.1 (Partition functions). (PROVED HERE ) For every § > 0 and every real p > 2,

NZe(pB) ZepP) — Ze(pB) < (Ze(B) Ze:(B))? — Zz(B)P -

If the system has at least two states and p > 2, equality holds only when E — E’ is constant.

Proof. Take v; = e FFi/2 and w; = e PEi/2, Then ||[v|]? = Z£(B), (v, w) = Z£(B), [[0P|* = ZE(pp) and
(vP,wP) = Zg(pp). All entries are positive, so by [6, Theorem 2] equality for p > 2 requires v
and w to be proportional, which means E — E’ is constant. m|

Meaning. By the Cauchy-Schwarz inequality, Zz(8) < +/Ze(B)Zg/(B), and the ratio of the two
sides is the Bhattacharyya coefficient of the Gibbs distributions of E and E’ at inverse temperature
pB. Corollary 5.1 is Corollary 4.1 applied to these Gibbs distributions, and it compares this overlap
before and after the system is cooled from inverse temperature g to pf. Figure 3 shows an
example in which cooling by the factor 2.5 lowers the Bhattacharyya coefficient from 0.897 to
0.605.

Degeneracies. Physical states often come with multiplicities, and coarse-grained models
replace them by a density of states g; > 0, with Zg(B; g) = 3; gie PFi. The weighted theorem of
the paper [6, Theorem 4] answers exactly when Corollary 5.1 survives this change.
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Figure 3: Gibbs distributions of two energy functions on six states, before and after cooling by the factor
2.5. Cooling concentrates each distribution on its own ground state, and the overlap falls. Corollary 5.1
limits how far it can fall.

Corollary 5.2 (Densities of states). (PrROVEDHERE ) Let n > 2, p > 2 and g € (0, o0)". The inequality of
Corollary 5.1, with every partition function computed with the weights g, holds for all energy functions
E,E andall > O ifand only if gigj > 1 forall i # j.

Proof. With the same v and w, the weighted partition functions are the weighted norms and inner
products of [6, Theorem 4], so the condition is sufficient. Conversely, if g; gji <1, that theorem
gives a strict failure at v = ¢; and w = ¢;. Both sides are continuous, so the failure persists for
nearby vectors with all entries positive, and every positive vector has the form (e #E«/2); for a
suitable E. m]
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Figure 4: For two states the inequality survives weights (g1, §2) exactly in the shaded region g1g> > 1.
Integer degeneracies always lie in it. A normalised reference measure such as (1/2,1/2) does not.

Integer multiplicities always satisfy the condition, since they amount to repeating states. A
reference measure normalised to total mass 1 on two or more states never does, because then
gigj < 1 for every pair. For example, with ¢ = (%, %), E=1(0,30),E'=(30,0),p=1and p =3,
the left side is 0.5000 and the right side is 0.1250. The inequality is not homogeneous in g, so the
scale of the density of states matters. ( prorosaL | This is a useful warning for anyone who rescales
a density of states to a probability measure and expects inequalities between partition functions

to persist.



Annealing. Simulated annealing [17] and tempering methods move a sampler through
a ladder of decreasing temperatures. Corollary 5.1 applies to any two rungs whose
inverse temperatures differ by a factor of at least 2, and it bounds how fast two such chains,
run with different energy functions, can come apart in Bhattacharyya overlap. Whether this
helps the design of temperature ladders is an open question, and the bound says nothing about
adjacent rungs closer than a factor of 2.

6 Machine learning

6.1 Sharpening of predicted distributions

Several semi-supervised learning methods sharpen a model’s predicted class distribu-
tion before using it as a target. MixMatch [4] uses Sharpen(P, T); = Pl.l/ T /2 P].l/ TwithT =05
in all experiments. Unsupervised Data Augmentation [20] divides the logits by a softmax
temperature 7 = 0.4 on its image benchmarks. The Neural Turing Machine [8] sharpens its
memory weightings by w; > w! /3, j w;/ with a learned y > 1.

All three operations are escort maps. Sharpening with temperature T is the escort of order
p = 1/T. Dividing logits z by 7 gives softmax(z/7) = softmax(z)}/?, the escort of order 1/t of
the original prediction, because eZ/% = (e)!/7.

Corollary 6.1 (Sharpening). (ProveD HERE ) Let P and Q be two predicted distributions, for example the
predictions for two augmentations of the same input. If they are sharpened with temperature T < %, then
with p = 1/T inequality (2) bounds the Bhattacharyya affinity of the sharpened predictions in terms of
that of the original ones.

The three methods fall in different places.

* MixMatchhas p = 2. Thisis the case of the original inequality of Johnston and MacLean [14],
and it was already covered before the conjecture was settled.

e UDA has p =1/0.4 = 2.5. This is a non-integer exponent, and the bound for it needs the
new theorem.

¢ The Neural Turing Machine allows every y > 1. The bound holds for > 2, and Remark 4.2
shows that it can fail for y between 1 and 2.

Consistency-based methods compare predictions for different augmentations of
the same input, and Corollary 6.1 says how much sharpening can amplify their disagreement
when it is measured by the Bhattacharyya coefficient. This might be used to choose a temperature,
or to normalise a consistency loss, but no experiment here tests either use. (DoES NOTFoLLOW
Knowledge distillation and calibration by temperature scaling [13, 11] usually soften predictions
with T > 1, so p < 1, and the theorem does not apply there.

6.2 Kernels on nonnegative features

Nonnegative feature vectors are common: histograms, word counts, pixel intensities and the
outputs of ReLU layers. On such data there are two natural ways to raise a linear kernel to a
power p:

Kaotk,y) = (o, y), kpow(X, y) = (67, ) = Dz

For whole numbers p, k4ot is the homogeneous polynomial kernel [19], whose feature map is the
tensor power x > x®¥, and kpow keeps only the diagonal part of that feature map. The kernel
kpow is positive semidefinite for every p > 0, because it has the explicit feature map x — x?.



Corollary 6.2 (Kernel comparison). (ProVED HERE ) Let x®, ., x®) e [0, 00)" and let ¢ € R, If
p € NU [k, 00), then

Z CaCh kpow (x@, x®)) < Z cacp kaor(x@, x0).
a,b a,b

For two points and every real p > 2, the distance in the feature space of kpow satisfies ||x? — yP||* <
1] + [yl = 2(x, y)P.

Proof. The first statement is the k-vector Loewner inequality of Section 3 evaluated on c. The
second is Corollary 2.2 withs =t = 1. m]

With ¢ equal to 1/m on one sample of size m and —1/m on another, the quadratic form
in Corollary 6.2 is the squared maximum mean discrepancy of the two samples [9]. So the
discrepancy measured with the diagonal power features never exceeds the one measured with
the full polynomial kernel. (poes noT FoLLow | For a real exponent the first statement needs p > k,
where k is the number of points, so for real samples of realistic size it only covers whole numbers
p, and for whole numbers it already follows from the tensor picture. For real p the function kgot
is not even a positive semidefinite kernel on many points unless p > k — 2 [5]. The two-point
statement holds for every real p > 2 and is the part that is new.

7 Quantum information: where the problem came from

The case p = 2 was found by Johnston and MacLean [14] while studying pairwise
completely positive matrices and quantum states that are invariant under conjugate local diagonal
unitaries. Its original proof goes through the separability of a quantum state [15, Section 4.1]. For
whole numbers p, Johnston, Plosker, Torrance and Varona proved the inequality by projecting
tensor powers [15, Section 3], which is the picture described after Corollary 2.2.

(PrROVED HERE | For unit vectors 1, ¢ with nonnegative amplitudes and p > 2, the theorem reads

IWPIHIQPIN = (9P, ¢F) < 1=, §)F.

When p is a whole number, (¢, ¢)? is the overlap of p copies of the two states, and 7 is the
unnormalised result of projecting 1*F onto the span of the product states |i)*/. Non-
negative amplitudes are not an exotic assumption. Ground states of stoquastic Hamiltonians can
always be chosen nonnegative in the computational basis, by the Perron-Frobenius theorem [3].

(poEs NoT FoLLow | For a non-integer p there is no number of copies, and nothing in the theorem
gives 17 an operational meaning. The real-exponent statement is best read as a fact about the
amplitude distributions |1,bi|2, which brings it back to Section 4.

8 Limits of the result

* [DoEsNoTFoLLow ) Exponents below 2. The inequality fails for some pairs whenever 0 < p <1
or 1l < p < 2[15], and every consequence above needs p > 2 or a whole number p.

* [poEsNoT FoLLow | Vectors with negative entries. For non-integer p the vector v” is not defined,
and the signed power (sign(v;)|v;|’); raises a different question that is still open [6, Section 8].

o (poesnot FoLLow ) Continuous distributions. All statements here are about finite sums. Ex-
tending Corollaries 4.1 and 5.1 to densities would need the weighted theorem for general
measures, and Corollary 5.2 shows that the normalisation of the measure matters, so the
extension is not automatic.



* [DOES NOT FOLLOW | Sharpness of the constants. By the equality theorems of [6], the inequality is
strict for p > 2 outside trivial cases, so the bounds above are attained only by identical
distributions or point masses. How much room is left in typical cases is the stability
question of [6, Section 8].

9 Formal verification as a dependency

The theorem, both equality theorems and the weighted characterisation are checked by
Lean 4 against Mathlib, using only the three standard axioms [7]. The Loewner inequality (1) is
the Lean lemma sum_psd. (ProvED HERE ] Anyone who builds on the consequences in this report
can rely on a machine-checked core, and only the short derivations given here need to be checked
by hand. The corollaries of Sections 2 to 5 are a few lines each on top of the existing
development and would be easy to add to it.

Reproducibility
The script consequences.py tests every corollary on 10° random inputs or more, recomputes

every number quoted in this report, and draws the figures. On 8 October 2026 all 19 checks
passed. It needs Python 3 with NumPy and Matplotlib.

How this report was made
The author used Claude (Anthropic) to search for consequences of the theorem, to check the

cited sources and to draft the text and figures. The author checked the derivations, and each
derivation is also tested numerically by the accompanying script.

A Source audit

Source What was checked

JPTV [15] Abstract and Sections 1, 3 and 4.1 of arXiv:2507.10327v1: the integer case,
the tensor projection argument (Theorem 3.2) and the separability argument
behind the case p = 2.

Johnston—-MacLean [14] Cited through [15] for the origin of the case p = 2 in pairwise completely
positive matrices.

Guillot-Khare— Theorem 5.1 on superadditivity, as used in the paper [6].

Rajaratnam [10]

MixMatch [4] Equation (7), the sharpening function, and Section 3.5, which sets T = 0.5 for
all experiments.

UDA [20] Section 2.4 on sharpening by a low softmax temperature, and Appendix E,

which sets T = 0.4 for the CIFAR-10, SVHN and ImageNet experiments.
Neural Turing Ma- Equation (9), the sharpening step with y; > 1.

chine [8]

Bravyi et al. [3] The statement that the ground state of a stoquastic Hamiltonian can be chosen
as a nonnegative vector, by the Perron-Frobenius theorem.

Beck-Schlogl [1], Standard definitions only.

Rényi [18], Bhat-

tacharyya [2],

Hellinger [12]
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